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Dear ESP Supporters,
It is a pleasure to share this annual report on what has been a truly incredible year—not just for ESP but  
for the entire field of AI and animal communication.

In 2024, scientists discovered that elephants call out to each other using distinct names, a remarkable sign 
of their deep social bonds. We also learned that marmosets have unique “phee-calls” as vocal labels,  
a way to recognize and connect with one another in their complex communities. Female beluga whales 
have a “come back!” call to coax their curious calves back from wandering too far. 

These are just a few examples of the rapid progress we’re making in understanding other species, powered 
by AI and increasingly sophisticated technology.

But while we have made significant progress in 2024, we have also seen the existential biodiversity and 
climate crises continue to accelerate. And the plight of animals like the vaquita porpoise, teetering on the 
brink of extinction, reminds us in very visceral ways of what’s at stake.

At ESP, we have always been clear that protecting and preserving the incredible diversity of life 
on Earth will require a deeper understanding of the rest of nature. Our unique contribution is in 
developing novel AI methods that will help us to uncover countless examples of the rich, inner lives of 
other species—insights we hope will inspire new empathy, respect and understanding. 

As I look back on this incredible year, I’m filled with a deep sense of gratitude for our team, our community, 
and our supporters. Together, we’re on a path to listen and learn from the rest of nature so that the diversity 
of all life can thrive. Thank you for being on this journey with us!

Katie Zacarian
CEO and Co-Founder  
Earth Species Project

https://www.nature.com/articles/s41559-024-02420-w
https://www.science.org/doi/10.1126/science.adp3757
https://whyy.org/segments/how-ai-led-to-breakthrough-in-decoding-animal-communication/
https://whyy.org/segments/how-ai-led-to-breakthrough-in-decoding-animal-communication/
https://www.butlernature.com/2024/11/13/an-obituary-for-the-vaquita/
https://www.earthspecies.org/team/katie-zacarian
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A Bold 
New Strategy

We developed a new strategy  
to help us achieve our vision:  

a relationship with the rest  
of nature that allows the  
diversity of life to thrive.

Key Milestones

T E C H  |  R E S E A R C H

F U N D R A I S I N G

T H O U G H T  L E A D E R S H I P

We released NatureLM-audio, the first large audio 
language model for animal sounds. It was accepted to 
ICLR 2025, a prestigious AI research conference.

We also equipped the field with several new models 
and benchmarks (e.g. BirdAVES, Biodenoising,  
and BEBE).

We progressed a variety of projects with carrion crows, 
jumping spiders, and zebra finches, among others.

$21million of $80million
We raised a total of $21M with anchor support from 
Reid Hoffman and Waverley Street Foundation, and 
launched an $80M campaign to achieve AI-driven 
breakthroughs in animal communication.

			   We drove momentum and 
		              seeded new ideas in influential 
		           global media including: Atmos, 
		      Axios, AP, Vox, Bloomberg,  
		  New Yorker, Forbes and more.

 If the effort even partially 
succeeds, it could radically alter 
our perception of the billions 
of other creatures we share the 
planet with.
— The Financial Times

P E O P L E

We welcomed 6 new full-time employees,  
bringing our team to a total of 23.

https://www.earthspecies.org/blog/introducing-birdaves-self-supervised-audio-foundation-model-for-birds
https://arxiv.org/abs/2410.03427
https://movementecologyjournal.biomedcentral.com/articles/10.1186/s40462-024-00511-8
https://atmos.earth/using-ai-to-decode-animal-communication/
https://www.axios.com/2024/12/28/using-ai-to-talk-to-animals
https://apnews.com/article/artificial-intelligence-climate-change-reid-hoffman-ab1d38583c4102185a494e465358963e
https://www.vox.com/videos/364124/ai-talk-communicate-animals-machine-learning
https://www.youtube.com/watch?v=ka894z9pNls
https://www.newyorker.com/magazine/2024/10/21/how-scientists-started-to-decode-birdsong
https://www.forbes.com/sites/phoebeliu/2024/10/17/this-nonprofit-wants-to-use-ai-to-understand-animal-communicationand-two-billionaires-are-backing-it/
https://ig.ft.com/ai-animals/
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Our Bold New Strategy

Advancing interspecies understanding requires more than just 
research—it requires a broader vision as to how our scientific work will 
have impact. Over the past year, we developed a new organizational 
strategy that will guide us into the future by allowing us to advance not 
just the science of animal communication, but the broader change we 
hope to see in the world.

We envision a relationship with the  
rest of nature that allows the diversity  

of life to thrive. 

We develop frontier AI to amplify the voices 
of nature, creating new pathways for the 

transformation of our systems—and ourselves.

O U R  V I S I O N O U R  M I S S I O N

Preparing Society for Impact
Our work is not just about science—it’s about transforming human 

perspectives and the systems and structures we’ve built. Our research  
fuels compelling narratives and futuristic pilot projects that aim to seed 
new ways of thinking about human relationships to the rest of nature. 

Building the Field
We can’t achieve our vision alone. By establishing  

standards, creating a shared understanding, open sourcing our 
science, and promoting responsible practices, we’re contributing 
to the broad acceleration of science at the intersection of frontier 

AI and animal communication research. 

Research to Decode
We develop frontier AI research and 

tools to decode animal communication. 
We are pushing the boundaries of AI 

while inviting humanity to see animals as 
sentient beings with rich internal lives. 



Foundation
Models

Data &
Insights

Analysis &
Interpretation

Decode
Projects

Infrastructure  |  Engineering
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RESEARCH TO DECODE

Our Research Approach
We take a modern, frontier AI approach to studying 
animal communication. We are leveraging advances in 
large-scale foundation models and massive datasets to 
unlock the hidden languages of the natural world.

Our research operates in a virtuous cycle: our 
generalizable AI models facilitate scientific discovery in 
animal communication, and those discoveries refine our 
foundation models with greater data and capabilities. 

This approach will allow us to scale breakthroughs in 
animal communication and accelerate the entire field  
with models that are open and accessible to the  
scientific community.

In 2024, Earth Species Project made significant research strides—expanding our team, refining our 
strategy, and most importantly, achieving key breakthroughs that validate our unique focus on 
building large, generalizable foundation models across the Tree of Life. 

With Professor Olivier Pietquin joining as Chief Scientist, we sharpened our research focus and 
deepened our technical leadership. We released NatureLM-audio, the world’s first large audio 
language model for animal sounds. Meanwhile, our Decode Projects provided invaluable insights, 
from mapping carrion crow vocal repertoires to analyzing data from whales, jumping spiders, 
elephants, and more.

Figure 1. The virtuous cycle of our research approach.

https://www.earthspecies.org/team/olivier-pietquin
https://www.earthspecies.org/blog/introducing-naturelm-audio-an-audio-language-foundation-model-for-bioacoustics
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Foundation Models To Transform Animal 
Communication Research
Accelerating Science with the First Large Audio-Language Model for Animal Sounds

R E S E A R C H  T O  D E C O D E

In 2024, ESP introduced NatureLM-audio, the first large audio-language model designed 
specifically for animal sounds. By unifying diverse bioacoustic tasks within a single, 
generalizable model, NatureLM-audio represents a major leap forward for AI-powered 
animal communication research. 

Figure 2. NatureLM-audio is the first large audio-language model tailored specifically for animal sounds.

Trained on a vast dataset of human speech, music, 
bioacoustics, and environmental sounds, NatureLM-audio 
allows users to analyze animal sounds through simple 
language prompts—no programming required. The model 
demonstrates state-of-the-art, zero-shot performance 
across diverse tasks from identifying vocalizations in large 
batches of audio files to classifying call types and even 
predicting sex and life stage. 

Particularly groundbreaking is NatureLM-audio’s ability 
to generalize to species it hasn’t encountered in training 
data. For example, it can predict the scientific names of 

animals it has never heard before with better than random 
accuracy. Early results show positive domain transfer from 
human speech to animal communication, reinforcing our 
hypothesis that AI can decode the shared structures of 
language across taxa.

We are now working to expand NatureLM-audio’s 
capabilities, add in-context learning, and develop an 
intuitive interface for animal communication researchers. 
As we continue to push the frontier of AI and bioacoustics, 
we’re committed to making our tools widely available to 
advance and accelerate scientific discovery. 

https://www.earthspecies.org/blog/introducing-naturelm-audio-an-audio-language-foundation-model-for-bioacoustics
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Multimodal Analysis 
of Carrion Crow Vocal 
Repertoire
Over the past year, we’ve worked closely with research 
partners Dr. Vittorio Baglione and Dr. Daniela Canestrari at 
the University of León to study a remarkable population 
of carrion crows who raise their young cooperatively. Our 
goal is to understand how their vocalizations support this 
complex social behavior.

As part of this project, we built a unique multimodal 
dataset that tracks individual birds across families—
capturing their movements, behaviors, and vocalizations.

New Insights From Across The Tree of Life

R E S E A R C H  T O  D E C O D E

We’re applying cutting-edge AI to understand the complexities of animal communication. 
Along with our research partners and a growing suite of tools, our Decode Projects are laying 
the foundation for breakthroughs in understanding the languages of other species.

Video: ESP researchers collaborating with our partners to understand 
the secrets of crow communication.

Figure 3: Interactive Crow 
Repertoire Tool 
 
Each dot in this graph represents 
a crow vocalization picked up by a 
biologger, time-aligned with nest 
visit data from nest cameras. 

The cluster of blue vocalizations 
immediately following a nest 
visit suggests a consistent call, 
possibly signaling something 
like “wake up” or “food’s here” 
to the chicks. This is a powerful 
example of why analyzing animal 
communication in context, across 
multiple data sources, is essential 
to understanding what these 
vocalizations might mean.

https://www.youtube.com/watch?v=2MipvgUzO6M
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R E S E A R C H  T O  D E C O D E

Jumping Spider Dictionaries
One of the most ancient and widespread forms of 
communication on Earth doesn’t rely on sound or sight—it 
happens through vibrations. From elephants sensing low-
frequency rumbles through their feet to insects drumming 
on leaves, vibrational communication is found across 
amphibians, crustaceans, and even mammals.

Jumping spiders, a highly diverse group that makes up 
13% of all spider species, are masters of this vibrational 
world. They use specialized sensory organs on their legs to 
detect and interpret subtle surface vibrations, exchanging 
complex signals through drumming and scraping. 

Professor Damian Elias and Ph.D. student Lin Yan at 
UC Berkeley study these signals using laser vibrometers 
to capture and measure microscopic vibrations. They 
translate those signals into .wav files so that they can 

analyze them the same way they would any other  
acoustic signal.

The goal is to create “spider dictionaries”—a complete 
index of the communication signals of each species 
of spider. This work has largely relied on traditional 
bioacoustic methods and manual analysis, making it  
slow and time-consuming due to the need to hand-label 
the data. 

ESP is working with Prof. Elias and his team to automate 
the study of these signals. They are applying bioacoustic 
AI methods—like our model AVES—to classify and analyze 
spider signals with unprecedented accuracy. 

Stay tuned for more—we expect to wrap up this project 
and publish our results in 2025.

Video: A male spider from the genus Habronattus performing complex visual and vibratory displays to females during mating interactions.

R E S E A R C H  T O  D E C O D E

https://www.youtube.com/watch?v=N1c1NtxgfOI
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Zebra Finch Digital Twins
In collaboration with researchers at McGill University, 
we are studying the vocal communication of zebra 
finches and pushing the boundaries of AI-assisted animal 
communication research. 

Zebra finches are highly social songbirds that rely on 
intricate vocal exchanges to maintain cohesion within 
their flocks. By leveraging generative AI, we are testing 
whether machine-generated vocalizations can elicit 
natural responses from live birds—offering a new way to 
validate AI-driven insights into animal communication. 
This research, which was recently featured in the 
Associated Press, represents a significant step toward 
developing AI models that don’t just analyze vocal 
patterns but actively participate in meaningful playback 
experiments that can groundtruth our models and  
validate their accuracy. 

R E S E A R C H  T O  D E C O D E

Video: Two captive male zebra finches “chatting.” You can see how quickly the “call and response” between the two birds occurs.  
Mimicking this realistically using a computer-generated model is one of the key challenges we’re working on.

 It’s unclear, of course, what 
[the birds] are saying. But [ESP 
Research Partner] James believes 
he is getting closer to deciphering 
their vocalizations through 
a partnership with the Earth 
Species Project.
— Associated Press

https://apnews.com/article/artificial-intelligence-climate-change-reid-hoffman-ab1d38583c4102185a494e465358963e
https://apnews.com/article/artificial-intelligence-climate-change-reid-hoffman-ab1d38583c4102185a494e465358963e
https://youtu.be/IlmUQUs52Bs
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Biodenoising: Animal Vocalization Denoising

without Access to Clean Data

Marius Miron, Sara Keen, Jen-Yu Liu, Benjamin Hoffman, Masato Hagiwara,

Olivier Pietquin, Felix Effenberger, Maddie Cusimano

Earth Species Project

Abstract—Animal vocalization denoising is a task similar to
human speech enhancement, which is relatively well-studied. In
contrast to the latter, it comprises a higher diversity of sound
production mechanisms and recording environments, and this
higher diversity is a challenge for existing models. Adding to the
challenge and in contrast to speech, we lack large and diverse
datasets comprising clean vocalizations. As a solution we use as
training data pseudo-clean targets, i.e. pre-denoised vocalizations,
and segments of background noise without a vocalization. We
propose a train set derived from bioacoustics datasets and
repositories representing diverse species, acoustic environments,
geographic regions. Additionally, we introduce a non-overlapping
benchmark set comprising clean vocalizations from different
taxa and noise samples. We show that that denoising models
(demucs, CleanUNet) trained on pseudo-clean targets obtained
with speech enhancement models achieve competitive results on
the benchmarking set. We publish data, code, libraries, and
demos at https://mariusmiron.com/research/biodenoising.

Index Terms—bioacoustics, datasets, domain generalization

I. INTRODUCTION

Animal vocalization denoising is the task of removing

noise from soundscapes or focal audio recordings of animals

recorded with microphones or hydrophones. Here, the signal

is the focal animal vocalization and the noise is all other sound

sources. The nature of the noise may be anthropogenic (e.g.

engine sounds, boats, explosions, surveys, factories), natural

(e.g. wind, tides, waves, but also other animal vocalizations

not generated by the focal species) or of other mechanical

(e.g. clicks, pops, crackles, mechanical) or electrical (e.g. hum,

buzz, static) origins [1]. Note that in this work we do not

aim at separating between overlapping animal sounds [2], [3],

i.e. solving the cocktail party problem for mixtures of animal

sounds, a task analogous to human speech separation.

Recordings of animal vocalizations are used to study animal

communication and animal behavior [4], and to monitor biodi-

versity [5]. However, noise presents a large challenge for biol-

ogists aiming to evaluate acoustic differences among signals or

to automate the measurement of acoustic variables [6]. More,

playback experiments, which are a crucial tool for studying

animal communication, require good quality, possibly noise-

free recordings [1].

In this paper and in contrast to the speech domain we aim at

denoising animal vocalizations without having access to clean

data which is lacking for most species. To achieve that we

follow a two-step process. First, we use speech enhancement

models, demucs dns48 [7] or CleanUNet [8], to denoise noisy

animal vocalizations, obtaining pseudo-clean targets. Second,

we re-train these models on synthetic mixtures of noise and

pseudo-clean targets.

Contributions. (1) We introduce a diverse handcrafted bench-

mark dataset (Section III-B) containing clean vocalizations

and noise. For training, we propose a large noisy training

set (Section III-A) derived from existing labeled bioacoustics

datasets from which we extract excerpts of noisy vocalizations,

as well as background noise without a vocalization. (2) We

propose a denoising method when solely noisy vocaliza-

tions are available by leveraging existing speech enhance-

ment models. Surprisingly, we found that the pseudo-clean

targets obtained with speech enhancement may represent good

training data despite their low quality. Our method shows

promising generalization performance for the non-overlapping

benchmarking set when compared to ‘noisereduce’ [9].

II. RELATION WITH PREVIOUS WORK

Speech enhancement has benefited from publicly-available

large clean datasets [10]–[12] and benchmarks [13]. This is not

the case for animal domain. In this research we formalize the

denoising task for the animal domain by introducing a large

training dataset and a non-overlapping benchmarking set.

The lack of clean training data presents a challenge for

model development, similar to unsupervised speech enhance-

ment [14]–[19]. One way to approach this task is training on

mixtures of noisy targets and noise, known as ‘noisy target

training’ [17]. Here we prove that leveraging existing speech

enhancement models to obtain pseudo-clean targets is better

than using noisy targets.

To our best knowledge, besides generic denoising meth-

ods such as ‘noisereduce’ [9], most of the methods are not

evaluated across multiple species and environments [20]–[23].

Instead, we train a model that is tested for generalization capa-

bilities on a non-overlapping benchmark. We take inspiration

in recent work showing that self-supervised speech models

offer good priors for various bioacoustics classification tasks

[24]–[26] and that classifier models trained on bird signals per-

form well when used for other taxa [27]. These recent findings

suggest that cross-taxa similarities in signal characteristics and

recording environments may allow for generalization.

Although previous work applying unsupervised speech sep-

aration to bird datasets has shown promise [3], this was not the

case for our datasets. While we tried to adapt this approach to

A BENCHMARK FOR COMPUTATIONAL ANALYSIS OF ANIMAL
BEHAVIOR, USING ANIMAL-BORNE TAGS
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ABSTRACT

Animal-borne sensors (‘bio-loggers’) can record a suite of kinematic and environmental data, which
can elucidate animal ecophysiology and improve conservation efforts. Machine learning techniques
are used for interpreting the large amounts of data recorded by bio-loggers, but there exists no
common framework for comparing the different machine learning techniques in this domain. To
address this, we present the Bio-logger Ethogram Benchmark (BEBE), a collection of datasets with
behavioral annotations, as well as a modeling task and evaluation metrics. BEBE is to date the largest,
most taxonomically diverse, publicly available benchmark of this type, and includes 1654 hours
of data collected from 149 individuals across nine taxa. In addition, using BEBE, we test a novel
self-supervised learning approach to identifying animal behaviors based on bio-logger data, using
a deep neural network pre-trained with self-supervision on data collected from human wrist-worn
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R E S E A R C H  T O  D E C O D E

BEBE
The Bio-logger Ethogram Benchmark (BEBE) is the largest, 
most taxonomically diverse, publicly available benchmark 
of its kind. It includes 1654 hours of data collected from 
149 individuals across nine taxa. In 2024, it was accepted by 
peer-reviewed journal Movement Ecology. Benchmarks 
like BEBE are necessary to establish what success looks like 
and provide a clear target for model performance. 

Biodenoising 
In October 2024, we published Biodenoising in arXiv. 
This research allows bioacousticians to denoise audio 
data without access to clean data, a key issue to solve 
in animal communication studies. Biodenoising was 
recently accepted to the highest ranking signal processing 
conference ICASSP 2025.

BirdAVES
In June 2024, we released BirdAVES, a new series of our 
self-supervised audio encoder model AVES specifically 
scaled and trained on bird sounds. Compared to AVES, 
BirdAVES achieves 20%+ improvement in bird-related 
datasets and tasks, following the scaling law. 

Voxaboxen 
Voxaboxen is designed to detect and classify animal 
vocalizations (particularly those that are overlapping) in 
recorded audio, with the high level of temporal specificity 
that is required for studies focused on communication 
behavior. We improved this tool in 2024 including 
adapting it to work on stereo audio. 

Tools & Publications

In addition to major breakthroughs like NatureLM-audio, 2024 was a year of 
steady, foundational progress across our research program. We released new tools 
and benchmarks designed to support the scientific community, demonstrated 
key capabilities in multimodal decoding, and continued to refine our approach to 
developing generalizable AI for bioacoustics. 

https://movementecologyjournal.biomedcentral.com/articles/10.1186/s40462-024-00511-8
https://arxiv.org/abs/2410.03427
https://github.com/earthspecies/aves?tab=readme-ov-file#birdaves
https://github.com/earthspecies/voxaboxen?tab=readme-ov-file#readme
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BUILDING THE FIELD

Expanding Access to AI Tools and 
Benchmarks
ESP’s open-source tools and benchmarks (on GitHub 
and HuggingFace) are already making an impact in the 
research community. 

For example, our Bio-logger benchmark, BEBE, is helping 
researchers at Oregon State University study cougars 
in Yellowstone National Park and predict behaviors to 
improve accuracy of predation modeling.

Cornell University postdoc Wendy Erb has been using 
ESP’s Voxaboxen to detect vocal stress in Bornean 
orangutans who have been affected by wildfire smoke.

Researchers from several institutions, including Raincoast 
Conservation Foundation, cited our self-supervised audio 
encoder model AVES in a paper that explores various 
machine learning techniques for identifying and classifying 
different beluga call types.

We can’t achieve our vision alone. We recognize the importance of bridging the world of animal 
communication and the world of AI. By establishing standards, creating a shared understanding, 
sharing our science, and promoting responsible practices, we’re creating the conditions for a global 
community to come together and build the foundations of this emerging field.

https://github.com/earthspecies
https://huggingface.co/EarthSpeciesProject
https://www.researchgate.net/publication/386465931_Automatic_detection_and_classification_of_beluga_whale_calls_in_the_St_Lawrence_estuary
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B U I L D I N G  T H E  F I E L D

Fueling AI-Driven Bioacoustics 
Research
In 2024, ESP partnered with Experiment.com and 
Footprint Coalition to launch the AI for Interspecies 
Communication Challenge—a grant initiative designed  
to fund groundbreaking projects at the intersection of  
AI and animal communication. 

Among the standout grantees was a team led by Juan 
Sebastián Cañas, who developed the first open-access, 
cross-taxa passive acoustic monitoring dataset. Their 
dataset, which integrates biotic signals from diverse 
ecosystems in the Neotropics, will be part of the 
BirdCLEF+ competition in 2025, allowing researchers 
worldwide to train deep learning models on the  
sounds of birds, frogs, primates, and even undiscovered 
insect species.

Building The Research Community
We are fostering a growing community of researchers 
and engineers at the intersection of AI and animal 
communication. Our Discord community, where 
bioacousticians, machine learning researchers, and 
conservationists collaborate, has expanded significantly—
both in membership and in active contributions. 

ESP is also playing a role in organizing and promoting 
scientific dialogue. During INTERSPEECH, the world’s 
leading conference on the science and technology of 
spoken language processing, we co-organized the Virtual 
Interaction and Human-Animal Robot Communication 
(VIHAR) workshop with Professor Roger Moore. 

We also participated in the Animals in Translation 
workshop, a collaborative effort led by Interspecies 
Internet and co-hosted by the Santa Fe Institute with 
interest from XPRIZE. The goal of the gathering was to 
establish robust criteria that would indicate the successful 
decoding of another animal’s communication system.  
The results of the workshop were published in 2025.

https://experiment.com/grants/interspecies
https://experiment.com/grants/interspecies
https://www.kaggle.com/competitions/birdclef-2025
https://tinyurl.com/ESPcomm
https://vihar-2024.vihar.org/assets/VIHAR_2024_proceedings.pdf
https://vihar-2024.vihar.org/assets/VIHAR_2024_proceedings.pdf
https://vihar-2024.vihar.org/assets/VIHAR_2024_proceedings.pdf
https://www.sheffield.ac.uk/cs/people/academic/roger-k-moore
https://www.interspecies.io/publication
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PREPARING SOCIETY FOR IMPACT

In 2024, we explored how ESP’s AI research on animal 
communication can help deliver the paradigm shifts that 
are urgently needed to ensure the diversity of life on Earth 
can thrive. 

That includes identifying ways our work might support 
powerful new ideas aimed at transforming our relationship 
with the rest of nature. On the following page we highlight 
some of these new ideas and approaches.

 ESP’s work has a grander 
mission: to reconnect humans 
with what many have lost—our 
ability to listen and understand 
our co-species on Earth.
— �Katie Zacarian, CEO of Earth Species Project 

in Atmos Magazine

If animals have unique languages, songs, emotions, and culture, why shouldn’t their voices 
help shape how we govern our planet?

Our work is not just about science—it’s about reimagining our place on Earth and inspiring 
new systems that will bring us back into balance with the rest of nature.

https://atmos.earth/using-ai-to-decode-animal-communication/
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	ɘ The growing Rights for Nature movement
From enshrining nature’s rights in national constitutions 
in Ecuador, Bolivia, and 24 other countries, to the 
granting of legal personhood to the Whanganui River 
in New Zealand, new legal frameworks are emerging to 
recognize ecosystems and individual species as having 
inherent value and rights.

In this space, we’re inspired by Earth Law Center, 
the Nonhuman Rights Project, and works like Karen 
Bradshaw’s Wildlife as Property Owners.

	ɘNew forms of governance that integrate 
the wisdom of nature
In 2022, natural products company Faith In Nature 
became the first company in the world to put Nature 
on its board, a symbolic yet transformative step 
towards recognizing ecosystems as active stakeholders 
and just one example of many efforts to move towards 
more ecocentric governance models.

	ɘNew ways of connecting with and  
valuing nature.
The simulated chat interface offered by 
Nature Perspectives allows people to 
interact with other species in ways that 
are driving new curiosity and empathy. 

Projects like Tehanu create financial 
mechanisms that empower animals 
to advocate for their own needs and 
pay humans for pro-nature actions that 
benefit them.

Collectively, these bold new approaches to legal, 
governance and economic systems are more than 
symbolic victories—they are a call to action for 
policymakers, communities, and individuals worldwide  
to begin engaging with nature in more reciprocal, 
balanced ways. 

Responsible Use 
The application of AI to decode and interact with animal 
communication holds incredible promise, but it also 
raises profound ethical questions. While there has been a 
global effort to establish a set of robust ethical frameworks 
and principles to AI more broadly, such as the Asilomar 
AI Principles, these guardrails are thus far only designed 
to safeguard human rights. There remains a notable gap 
when it comes to extending similar protections to animals. 

As a leader in the field, ESP has a responsibility to play 
a key role in shaping the standards for this work. This 
includes ensuring we are following a set of robust 
principles in the development of our own models, 
while also contributing to global dialogue on how we 
develop guardrails that will govern current and future 
uses of AI in the field of interspecies understanding and 
communication. Over the coming year we will be  
working with a range of partners to catalyze this work. 

P R E P A R I N G  S O C I E T Y  F O R  I M P A C T

https://www.earthlawcenter.org/
https://www.nonhumanrights.org/
https://wildlifeaspropertyowners.com/
https://www.faithinnature.co.uk/pages/avotefornature
https://www.natureperspectives.earth/
https://www.tehanu.io/
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Shifting Mindsets

In 2024, Earth Species Project’s work captured the imagination of global audiences—from 
leading science publications to major cultural outlets. As the conversation around AI and 
interspecies understanding grows, our research and ideas are helping shape the narrative.

 We humans have long tried, often mistakenly, to differentiate 
ourselves from nonhuman animals—by arguing that only 
we have souls, or use tools, or are capable of self-awareness. 
Perhaps we should see what the birds have to say.
— Rivka Galchen, The New Yorker

Image: ESP Co-Founder and President Aza Raskin sharing the otherworldly sounds of the bearded seal on stage.

https://ig.ft.com/ai-animals/
https://www.youtube.com/watch?v=7PgSanU_VpQ
https://www.youtube.com/watch?v=Ogr9kbypSNg
https://www.youtube.com/watch?v=Da1KKZUYtFc
https://www.newyorker.com/magazine/2024/10/21/how-scientists-started-to-decode-birdsong
https://www.axios.com/2024/12/28/using-ai-to-talk-to-animals
https://www.forbes.com/sites/phoebeliu/2024/10/17/this-nonprofit-wants-to-use-ai-to-understand-animal-communicationand-two-billionaires-are-backing-it/
https://www.nature.com/immersive/d41586-024-04050-5/index.html
https://www.youtube.com/watch?v=ka894z9pNls
https://www.newyorker.com/magazine/2024/10/21/how-scientists-started-to-decode-birdsong
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Change The World With Us

By using AI to demonstrate language of other species and shedding light on more than human 
intelligence, we hope to create a new Copernican revolution. Just as the telescope taught us that 
our planet is not the center of the universe, we believe our research has the potential to show that 
humanity is not the center of life on Earth.

To keep the momentum going, we’ve set a goal to raise $80 million over the next five years. 
We have already received transformative gifts from Reid Hoffman, Laurene Powell Jobs’ Waverley 
Street Foundation, Chris Larsen and Steve Jurvetson, alongside many others. Join these visionary 
supporters to help us reach our goal.

$5M+
Reid Hoffman

Waverley Street Foundation

$1M – $5M
Steve & Genevieve Jurvetson

Chris Larsen
Paul G. Allen Family Foundation

$500K – $999K
Google Cloud
Britt Selvitelle

$100K – $499K
Alex Asseily

Ezra & Marisa Callahan
Filecoin Foundation

Kate James
Brewster Kahle, Internet Archive

Mike Krieger
Kumavis

Matt Mullenweg
National Geographic Society

Courtney Roberts & Stephen Preston
Justin Rosenstein

Annika Sten Pärson, The Inner Foundation
The Payne Brodeur Giving Fund

$10K – $99K
Ajaz Ahmed

Amr & Shirin Charitable Giving Fund
Builders Vision
Craig Clemens

Bill Duane
Simone Giacomelli

Tom Gruber
Timothy Herzik & Garry Nolan

Andy Lam
Adam & Melony Lewis

Bethanie Maples
Will Marshall

Dave & Brit Morin
Optas Capital

Shiva Rajaraman
Milo Runkle

Schrock Family Philanthropy
Evan & Christina Sharp

Dick Simon
Halle Tecco & Jeff Hammerbacher

Telluray Foundation
Steve Vassallo

…and a number of donors who prefer  
to remain anonymous.

Thank you so much to all the generous supporters who have made this work possible. 
The lists below recognize cumulative donations of $10,000 or more over the last five years.

O U R  S U P P O R T E R S



 As we advance our understanding of intelligence, 
both human and non-human, we unlock profound 
opportunities to reshape our relationship with the planet. 
Earth Species Project is at the forefront of this frontier, 
using AI not only to decode animal communication but 
to redefine how we see and value all life.
— Reid Hoffman, Founder of LinkedIn, Partner at Greylock

ESP is a 501c3 non-profit organization and relies on philanthropic support to make 
our work possible. Please reach out to ESP Director of Impact, Jane Lawton, to discuss 
how you can be part of this incredible journey. jane@earthspecies.org

Earth Species Project

Cover photo by Raincoast Conservation Foundation, taken under SARA Research License XMMS-2-2022
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